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Abstract
For an autonomous agent, the inputs are the sensory data that informs the agent of the state of the world, and the
outputs are their actions, which act on the world and consequently produce new sensory inputs. The agent only knows
of its own actions via their effect on future inputs; therefore desired states, and error signals, are most naturally defined
in terms of the inputs. Most machine learning algorithms, however, operate in terms of desired outputs. For example,
backpropagation takes target output values, and propagates the corresponding error backwards through the network
in order to change the weights. In closed-loop settings, it is far more obvious how to define desired sensory inputs than
desired actions, however. To train a deep network using errors defined in the input space would call for an algorithm
that can propagate those errors forwards through the network, from input layer to output layer, in much the same way
that activations are propagated. In this paper we present a novel learning algorithm which performs such “forwardpropagation” of errors. We demonstrate its performance, first in a simple line follower, and then in a first person shooter
game.
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Introduction
When discussing autonomous agents, the term input refers
to the state of the world as represented by the agent’s senses,
and output refers to the agent’s actions in the world. The
agent’s actions at time t change the state of the world, and
consequently change the inputs at t + 1; this is the essence
of a closed-loop system. When discussing machine learning,
however, usually we have an computational architecture,
such as a network, with its own inputs and outputs. The
question of how map these concepts onto each other is one
that we must elaborate, starting with the inputs and outputs
of the agent.
In the simplest case, an agent can be a purely reactive
system that responds to events – threats or rewards – as they
occur. For example, the famous ’snap reflex’ of the frog is a
simple, fixed behaviour which is inactive unless it detects a
bug-like object in its inputs (i.e. in the visual field). When
this happens, the system generates as output a snapping
action oriented towards the visual target(Lettvin et al. 1959).
Another example would be a human touching a hot object
and sensing being burnt – this generates a fast retraction of
the hand. So events here are defined in terms of the agent’s
sensory inputs, i.e. by “event”, we mean that the sensory
array has moved away from some desired equilibrium state.
In this way, a closed loop system is said to perform “input
control” (Ashby 1956; Phillips 2000), as the behaviour is
defined in terms of a set of ideal input states rather than a
set of desired actions.
A purely reactive agent like this will see these threats
and rewards are unpredictable events, and so the goal
is to respond to them as quickly as possible. These
events are often called “disturbances” (Phillips 2000) or
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“perturbations” (Maturana and Varela 1980) because they
force the agent to act at an unpredictable moment in time.
The major drawback is that a reactive agent will only act
after the event. For example, the frog’s snap reflex does
not actively hunt for food, it simply waits for food to be
presented to it. Likewise, we will pull our hand away from
a hot object if we get burnt, but there has already been
some burning in order for the behaviour to trigger. A more
sophisticated strategy would be to use additional sensory
inputs to predict these events, and hence act earlier in time.
For example, other cues can tell us that an object is hot
and so to keep a distance. In principle these predictive
relationships can be discovered by looking backwards
in time from the “perturbation” event, and determining
which inputs signals carry predictive information about
the event (Sutton and Barto 1987, 1998; Dayan and Abbott
2001; Porr et al. 2003). Ideally we would use a deep network
for this, as they can discover highly nonlinear predictive
relationships. But how to train them?
There are a range of learning approaches for constructing
such adaptive controllers, but broadly they fall into either
being correlation-based (Klopf 1986; Verschure and Coolen
1991; Porr and Wörgötter 2003) or state space-based
(Watkins and Dayan 1992; Sutton and Barto 1998). It is
interesting that to note that the state-based approach has
become powerful by using the machinery of deep learning,
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which in turn uses backpropagation (Guo et al. 2014). We
could describe backpropagation as an “output control”
algorithm. What does this mean? It means that, from the
perspective of the network, training information appears
as desired output states rather than input (Rumelhart et al.
1986). So it is not immediately obvious how to use this when
the agent’s learning task is defined by desired sensory input
states. The frameworks of Q/RL address this by dividing the
task into two components: a system which maps the agent’s
input states onto some representation of future rewards and
threats (the critic), and a decision system which uses this
model to generate the agent’s outputs (the actor). The first of
these is a standard problem of function approximation, and
it is this problem which can be defined in terms of desired
network outputs (Watkins and Dayan 1992; Guo et al. 2014).
Note that the network output here is not the agent’s output, it
is simply a number representing how “good” or “bad” each
possible action is given the current state of the world. The
agent’s output is then generated by the actor. It is therefore
possible to use an algorithm designed for “output control”
for an input control task, albeit at the cost of requiring a very
specific architecture. Despite gaining much from the power
of deep networks, however, these methods can be extremely
slow.
Correlation based-methods on the other hand. can be
very fast (Porr and Wörgötter 2006). These methods are
conceptually simpler, as they directly perform “input
control” – the algorithms assume that the error signal is
fed into the network at its inputs (Porr and Wörgötter 2005).
Mapping this kind of network onto a closed loop behavioural
task is straightforward: the network inputs are the agent’s
inputs, and the network outputs are the agent’s actions. The
difficulty lies in extending this to a deep network, as it is
unclear how to form the error signal for a neuron in one of
the hidden layers.
Neurophysiology gives us another perspective, as it
places constraints on the kind of signal propagation that
can be supported. For nearly a century neurophysiology
has supported a mechanism of forward propagation, first
proposed theoretically by Hebb (1949), and then confirmed
many times: for long term potentiation (LTP) to happen,
both pre- and post-synaptic neurons need to be active
(Lüscher and Malenka 2012). There has been a long tradition
of work showing that unsupervised learning is possible in
these networks (Linsker 1988), in particular in the visual
cortex (Song et al. 2000) in an open loop fashion. For the
problem of training a deep network for closed loop tasks,
however, these mechanisms are not sufficient. What about
deep learning à la backpropagation?
The principal problem with backpropagation is precisely
that it requires information to be transmitted backwards,
which therefore requires a second set of connections in
the opposite direction. Although it has been shown that
these need not be symmetric w.r.t. the forward weights,
(Lillicrap et al. 2016), the requirement for backwardprojecting weights introduces assumptions that will fail in
deeper architectures, and requires additional assumptions
which are not biologically realistic.
However there is emerging evidence of a mechanism
that may facilitate training of deep networks, particularly
in a closed loop setting. We now know that different
Prepared using sagej.cls
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brain oscillations can carry separate information via the
same neurons, which allows for transmission of separate
streams through the same networks in a forward fashion
(Mizuhara and Yamaguchi 2007; Canolty and Knight 2010).
Disruption of this mechanism has been linked to various
mental illnesses (Kim et al. 2016; Won et al. 2017). These
different streams of activity are not just carrying different
kind of information, but also have different effects on
plasticity, with the higher frequency components most likely
altering plasticity as shown in high frequency stimulations
(HFS) (Bliss and Lomo 1973), and the lower ones relevant
for behaviour or mental processes while keeping plasticity
constant (Mizuhara and Yamaguchi 2007). This may provide
a biological mechanism for transmitting both activity and
error signals over the same weights.
In this paper we implement this idea in a novel network
algorithm for closed loop systems which we call “Forward
propagation closed loop learning” (FCL). We demonstrate
this with two scenarios: a driving task and a 1st-person
shooter game. See Porr and Miller (2018) for the code, which
also contains links to download the two scenarios.

Closed loop learning
Before we describe the algorithm, we need to place it in a
simple and instructional closed loop context. Fig. 1 shows
the entire closed loop system, with the feedback learning
algorithm (FCL network) as a black box for now. There
are two feedback loops here, corresponding to two different
sources of sensory data available to the agent about its
environment. The first, inner loop (dotted line), is a simple
fixed “reflex” system, and corresponds to the concept of a
purely reactive agent, as described in the Introduction. This
loop contains sensory data that indicates that a disturbance
has already occurred; the reflex compares these sensory
inputs to some ideal value, and generates an action to reduce
the discrepency. In our case, the disturbances might be the
agent sensing that it has wandered away from the road it
is trying to follow, or it might be a bot in a shooter game
noticing it is getting shot. This fixed loop then works to
eliminate the disturbance, e.g. by correcting a car’s steering,
or aiming at an enemy and shooting them.
In formal terms we have a setpoint which compares the
sensory inputs of the agent to its desired values. If the
input deviates from the setpoint an action is generated with
the transfer function H, which transforms the sensor input
into an appropriate action. For example, the thermostat of a
heating system might have H as a step function that outputs 1
if the temperature is below the desired level, and 0 otherwise.
This action acts to eliminate the disturbance D and arrives
via the environmental transfer function R back at the input
again; thus, the loop is closed. We call this a reactive system,
or “reflex” as it only acts after the disturbance has occurred.
The reaction is rigid and designed in a way that it can
deal reliably with the disturbances encountered. In biology
the term “reflex” means that the behaviour is stereotypical
but guarantees that the closed loop operates. For example,
when we trip over, a fast reflex generates a quick reaction
to restore a normal walking gait as quickly as possible. For
our purposes, the reflex loop has a very important additional
property: is also generates a simple but instructive error
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Figure 1. A closed loop system with a setpoint, transfer function H , and the environment R & P – the loops needs to work against
unpredictable disturbances D. The error signal E tunes a neuronal network, which has inputs Vi that predict the disturbances – this
is achieved by delaying the disturbance D by T time steps (z −T ). The transfer functions here are indicated with capital letters and
are in the sampled z-domain.

signal. This error signal is non-zero if a disturbance has
happened, and this can be used to tune our FCL network.
The second, outer loop (solid line) contains the FCL
network, and the goal of this loop is to act earlier in time than
the reflex, and thereby prevent it being triggered. It achieves
this by having additional sensory inputs Vi , which contain
informative cues about the disturbance before it actually
happens. This is why we show the inner loop as being
delayed with respect to the outer. So the function P might
correspond to a camera that can detect upcoming bends in the
road before the agent reaches them. The job of our algorithm,
then, is to use these predictive inputs, together with the
error signal from the reflex loop, to train the FCL network
to act earlier in time. Learning success corresponds to the
FCL network pre-empting the reflex and therefore keeping it
silent.

Forward Propagation Closed Loop Learning
We now describe our new learning algorithm FCL which
so far has only been presented as a black box in Fig. 1,
and specify exactly what is performed inside. We define
a network with an input layer, hidden layers and output
layer, each with an arbitrary number of neurons (Fig 2).
In contrast to traditional networks, every layer consists of
two summation nodes: one for the actual activation (v)
and one for an error signal (e). These are processed in
two separate parallel streams, illustrated in the two panels
Fig 2A,B: While panel A shows the propagation of the
activity v from the input to the output of the network, panel B
illustrates the propagation of the error signals which are
Prepared using sagej.cls

injected at the 1st hidden layer and then propagated through
the network towards its output. This is exactly the opposite
direction of error propagation as found in the established
backpropagation algorithm, which is shown in panel C: in
backpropagation the error is injected in the output layer of
the network and then propagated to its input layer. We now
formalise the approach taken by FCL.
Let us first focus on the network activity v. We define a
multi-layered network, where every neuron in any layer is a
standard computational unit that calculates a weighted sum
vk of its inputs vj and then applies an activation function,
e.g. Θ(x) = tanh(x):


X
(1)
vk = Θ 
wjk vj 
j

The activity flows from neurons in layer vj to neurons in
layer vk multiplied by the weights wjk , and this is then
repeated in the next layer. For a network with N layers we
have then N − 1 sets of weights wjk . Note that these indices
are just examples and we start with i for the 1st layer and
then j and so on.
The weight changes are then updated in a Hebbian fashion:
wjk (t + 1) = wjk (t) + γvj (t)ek (t) + µ∆wjk (t)

(2)

where vj (t) is the presynaptic activity and ek (t) is the error
signal attached to the postsynaptic neuron, so the correlation
is calculated between input signals and the error signal, with
the standard parameters “learning rate” γ and “momentum”
µ.
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Figure 2. Overview of the signal processing in FCL and for comparison in error backpropagation. A) Illustration of activity (v )
propagation through the network, B) error propagation (e) in FCL and C) error backpropagation for comparison. Every neuron is a
composite cell with an activation v and an error term e (except for the input layer in FCL). Both, activations and errors are
propagated through the network in a weighted fashion in parallel: every solid arrow carries a weight and the activity or error is then
summed up in the circular units. The dotted arrow below the network indicates the progression of the activities or errors. The
calculation of the activities and then error signal are done in two steps which is indicated on the left (“1st step” and “2nd step”).

We now describe the error signal propagation. As outlined
above, the error signal emerges from the fixed reflex loop,
and is injected into the network at the 1st hidden layer as
the “postsynaptic” activity. The weight change for this 1st
layer can then be calculated directly with Eq. 2 by setting
ek to the error signal of the feedback loop (see Fig. 1 and
Porr and Wörgötter 2006).
For the deeper layers, the error signal is computed as a
weighted sum of the error signals from the previous layer:

P
′
w
e
j jk j Θ (vk )
P
(3)
ek =
|w |
j
P

jk

j

As with standard error backpropagation, it is not straightforward to perform credit assignment for the weights in the
deeper layers of a network. The same problem arises here:
while our 1st hidden layer can readily use the error signal(s)
injected into it (see Fig. 2B), the deeper layers need to receive
their error signals from the previous layers. Consequently,
the goal of this section is to derive a distributed learning rule
which is able to propagate the errors injected into the 1st
hidden layer through the whole network and then use them
to adjust its weights.

1

where the Θ′ (v) = 1 − v 2 is the derivative of the activation
function Θ(v): this limits learning when the unit approaches
saturation. The norm guarantees that the error propagates
through all layers and does not vanish from layer to layer
due to small weights.
Learning is therefore performed in two steps: first the
activities v are propagated through the network (Fig. 2A),
then the error signals e are propagated via the same weight
values (Fig. 2B) while adjusting the weights with Eq. 2 (i.e.
the solid arrows in Fig. 2). Thus, both the error signals ek
and the activities vk are propagated in a forward fashion.
Prepared using sagej.cls

Derivation of the learning rule

We start from the assumption that a single neuron
using heterosynaptic plasticity is able to eliminate a closed
loop error signal as shown in Porr and Wörgötter (2006).
Because of the exploding complexity of analysing closed
loop learning we focus here on how one error signal e
is propagated to deeper layers from the network’s input
by using the approach in Mehta and Merhav (1986), taking
partial derivatives in the z-space and assuming that weight
change in time is slow in comparison to the closed loop
dynamics. Let us assume two layers j and k where the input
signals to the network are signals with index i so that we have
Vi , Vj and Vk . The error signal, E now as a capital letter in
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which is the correlation between the error signal E and the
signal Vi in the sampled z-space.
We now need to show that if we have deeper weights such
as wjk that these will change in the same way as those of
the input layer. In order to establish this, we look at small
weight changes in wjk and relate them to the input weights
wij . We use partial derivatives similar to the trick used in
error backpropagation but with the important difference that
we start at the input of the network and then expand from
there towards the output of the network.

where

∂E ∂Vj ∂Vk
∂E
=
∂wjk
∂Vj ∂Vk ∂wjk

(6)

∂E
RVk
=
∂Vj
1 − RH

(7)

If we assume for now that the layers consist only of linear
neurons:
X
Vk =
wjk Vj
(8)
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where Vk and Vj are transfer functions of the layers k and j
respectively. We know that a weight change ∆w calculated
by correlating E with an input Vi leads to convergence in a
closed loop system (Porr and Wörgötter 2006). This can be
expressed as:
∆wij = E(z)Vi (−z)
(5)

}

(4)

account for the non-linear activation functions and unroll the
∂V
partial derivative ∂Vkj , whose derivative depends again on the
entire closed loop. However, this is not of practical relevance
because the environmental transfer function is rarely known.
This leads us to the application scenarios.

lin
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the z-space (see Fig. 1), can be expressed as


R Vk VJ + Dz −1
E=
1 − RH

B
reverse

reverse
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foll to
ow

j

Vj

=

X

wij Vi

(9)

i

then this yields:
∂E
∂wjk

=
=

RVk
1 − RH
RVk
1 − RH

∂Vj
Vj
∂Vk
∂Vj X
wij Vi
∂Vk i

(10)
(11)

We can now multiply this equation with Vi (−z) = Vj− to
indicate a correlation, yielding:
!
RVk ∂Vj X
∂E −
wi′ j Vi′ Vi−
V =
(12)
∂wjk i
1 − RH ∂Vk
′
i
|
{z
}

Figure 3. A) Robot setup. The robot is simulated with a
updated version of enki for QT5
(https://github.com/glasgowneuro/enki) where the
line follower is using the photo sensors gl , gr of the robot to
create the error e (see Eq. 13) and the photo sensor signals
(pm ) to be fed into FCL as vi signals after having been lowpass
filtered fm by a filterbank vi = fm ∗ pi containing 10 different
lowpass filters, each with impulse responses lasting between 2
and 30 pixels. The robot has two wheels whose speed is
controlled by the fixed reflex control and FCL (Eq. 14,15). B)
The line following scenario used for the simulations. The robot
attempts to drive along the line and is reversed at the end of the
line and then drives back. If it hits the boundaries of the
playground it is also turned around.

deep layer error signal

This means that if we introduce a small change in the deeper
weights wjk they will depend on the weighted covariance
at the inputs, and this correlation at the input propagates,
weighted by the input weights wij , to the deeper layer
wjk . This shows that the error signal is propagated in a
weighted fashion to deeper layers. Note that this is not
a stability proof but rather the derivation of the network
structure, using a similar trick to deep learning but in a
closed loop and forward fashion. Unlike deep learning,
the algorithm uses correlations only, and does not require
calculating derivatives. For a stability analysis one needs to
Prepared using sagej.cls

Line follower
In order to demonstrate and benchmark FCL we need a
simple closed loop scenario which can be improved with
the help of an adaptive network. Fig. 3 shows a simple line
following robot which has the task of following the line
depicted in Fig. 3B to the end, where it reverses and drives
back, and so on.
Before we describe the sensors, motor output and the
signal processing we need to remind ourselves, with the
help of the closed loop diagram Fig. 1, what kind of control
loops we need to establish. In particular, we need to create
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Figure 4. Line following robot trajectories (A,B), differential speed (C,D) and error signals (E,F): A) shows the robot at the very start
of a simulation run from time step 0 to 1000 and B) the trajectory of the same simulation run just before the final 1000 time steps
where the absolute value of the error has been below 0.001 for 1000 time steps. C and D show the difference between the robot
wheel speeds just for the learned actions (i.e. the output of the FCL network): vl − vr (Eq. 14,15) and E,F the error signal e. The
panels C,E show the results for standard FCL as described in the previous sections whereas D,F shows the results from a run
where the auto-correlation term in Eq. 3 has been omitted by not taking account the contribution wkk in the sums in Eq. 3.

Figure 5. Line follower weight developments: A) the weights of the 1st layer, B) shows the euclidean distance of the weights for
each layer from their random initialisation. Parameters: 30 inputs from two predictive rows of sensors (15 each). Every input was fed
into a filterbank of 10 filters with T=2 . . . 30. There were 2 hidden layers with 9 and 6 neurons; 6 output neurons. The learning rate γ
was 0.0001 and the momentum µ was set to 0.9. Learning was disabled when the robot turned to avoid large error spikes; the error
was also set to zero during turning.

two closed loops for our line follower: the 1st control loop
establishes the fixed reflex via its sensor input(s) S which
then generates an error E signal, and generates a corrective
steering reaction via H – this consequently changes the
sensor inputs again and so forth. For the line follower the
sensor inputs for the reflex S are four photo sensors placed
left/right of the robot; these create the error signal which

Prepared using sagej.cls

indicates if the robot has deviated from the centre of the
line. This then causes a corrective steering action via H
and subsequently brings the robot back to the centre of
the line. However, this steering behaviour is sub-optimal,
and the robot will show zig-zag like behaviours. The 2nd
control loop is the adaptive- or learner-loop where additional
sensor signals Vi are fed into the FCL network (Fig 1).
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These additional inputs scan the visual field in front of the
robot, emulating a simple camera view of the scene, via two
pixel lines again as brightness detectors. The FCL network
can then learn to generate anticipatory actions Vk by using
these additional inputs Vi , and send them to the wheels of
the robot. We are now going to describe the underlying
mathematics in detail (notation is in the time-domain with
small letters).
The fixed reflex loop is established by four photo sensors
(Fig. 3A) which are located on the left/right on either side
of the robot and create an error signal e by subtracting the
greyscale light intensity values on the left hand side of the
robot from those on the right:
e = (gl1 + 2gl2 ) − (gr1 + 2gr2 )

(13)

This error directly creates a steering reaction which corrects
the driving, such that the robot steers back to the centre of the
line by slowing down one wheel and speeding up the other.
The corresponding constants are chosen so that this steering
is ultimately successful, but is not smooth in its operation. In
terms of our transfer function H in Fig. 1 this means that it is
represented simply by a gain factor, turning the error signal
into a steering action (h = const).
The adaptive or learner loop is established by two rows of
15 photo ground sensors pi each, positioned in front of the
robot emulating a simple camera view. One row is directly
in front of the robot, whereas the other is 10 pixels in front
of that. These photo sensors pi are first filtered by a 2nd
order lowpass filterbank (fm ) which smears the signals out in
time to create a temporal overlap with the error signal e. The
fastest lowpass smears the signal out by just 2 pixels whereas
the slowest lowpass achieves 30 pixels. These filtered signals
of our photo sensors vi = fm ∗ pi are then presented to the
input layer (see Eq. 1) of our FCL network. Since every row
has 15 photo sensors resulting into 30 photo sensors and each
is filtered by 10 filters, this results in 300 inputs vi to the FCL
network in total.
The output layer of our FCL network consists of 6 neurons
with activations vk (k = 0 . . . 5) - these can be seen as
soft decision-making units, with 3 of them determining the
change of speed of the right wheel, and 3 the left wheel. This
leads to the final formulas for the motor outputs:
leftSpeed =

s0 + h e + (50v0 + 10v1 + 2v2 )
|
{z
}

(14)

vl

rightSpeed =

s0 − h e + (50v3 + 10v4 + 2v5 )
{z
}
|

(15)

vr

where v0 , . . . , v5 are the 6 outputs from the FCL network and
s0 is the default speed of the robot. Note that neither inputs
nor outputs are organised in a topographically meaningful
way. The network must discover from the error signals which
sensor inputs vk will eventually lead to appropriate steering
actions. At the start the network is initialised with random
values.
As a performance criterion we use the absolute value of
the error e and define success as having |e| below a threshold
of 0.001 for 1000 time steps – realistically, driving will never
be 100% perfect, and we allow |e| to stabilise at small values.
Prepared using sagej.cls

Results
Fig. 4 and 5 show the results of two simulation runs.
Fig. 4A,B show the trajectory of the agent over the course
of 4000 time steps of learning. Fig. 4A shows the trajectory
of the robot for the first 1000 time steps while being mainly
governed by the fixed reflex loop, and Fig. 4B the last
1000 time steps when the robot is mainly governed by the
learned/adaptive loop. The differential speed of the robot is
shown for two simulation runs in Fig. 4C,D where the time
steps from 0 to 1000 correspond to the behaviour of the
robot shown in Fig. 4A and the last 1000 time steps from
3000 to 4000 correspond to Fig. 4B. The error e is plotted in
Fig. 4E,F and again the time steps 0 to 1000 correspond to
Fig. 4A and the time steps from 3000 to 4000 to Fig. 4B.
Recall that before learning (i.e. approximately time steps
0 to 1000) the agent is just governed by the fixed reflex loop
(Fig. 1) established by the 4 photo sensors gl , gr left/right of
the agent (Fig. 3A). This reflex loop will cause a zig-zag like
trajectory because the robot needs to deviate substantially
from the line until one of these four sensors are triggered.
This can be seen in Fig. 3A where the agent just performs
the reflex reaction, leading to the predicted deviations from
the track.
The 2nd adaptive/learned closed loop is established with
the help of the FCL network which utilises the additional
photo sensors p0 − p29 from Fig. 3A. This loop outputs the
learned steering signals vk (see Fig. 1) which aim to reduce
the error e. That the error has indeed been reduced can be
seen qualitatively in Fig. 3B where the agent closely follows
the track, and more obviously in Fig. 3E,F after time step
3000 where the error has become very small – learning has
been successful. The learned steering signals in Fig. 3C,E
show the difference between the learned left wheel speed
against right wheel speed (vl − vr , see Eqs. 14,15). From
time step 3000 the steering actions no longer become larger,
and differential speed stabilises at about max (|vl − vr |) ≤
40.
In order to investigate if the autocorrelation term in Eq. 3
plays any role we have re-run the experiment by omitting its
term wkk . Comparing the steering actions between Fig. 3C
and D yield virtually identical results pointing to a strong
self correcting behaviour because of the continuous error
feedback from the reflex loop. At the same time the error
signal e in both Figs. 3E and F slowly decays leaving only
small spikes.
Having presented the activations and error signals, we can
now look at the weight developments in the different layers
and how they establish successful learned behaviour. Fig. 5A
shows the weight map of the weights from the input layer
to the 1st hidden layer after completion of a successful line
following experiment as shown in Fig. 3B or at time step
4000 in Figs. 3C,D,E,F. Remember that the weights from
the input layer to the 1st hidden layer are directly driven
by the error signal e (Eq. 2) which is injected into the 1st
hidden layer (Fig. 2B). These weights from the input layer
to the 1st hidden layer (Fig. 5A) show a smooth gradation
from left to right, which means that signals from the photo
sensors p0−31 to the front left of the robot provide positive
activation values to the deeper layers, and pixels to the front
right generate negative ones. Recall that there are two rows of
predictive photo sensors in front of the robot which feed into
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FCL (see Fig. 3A); these cause two different weight maps:
the photo sensor indices 0 to 14 correspond to the near photo
sensor array, and the indices 15 to 31 to the far photo sensor
which looks further ahead, helping the robot predict bends
better. It remains now to ask what the deeper layers do: they
translate the negative and positive activities generated in the
1st hidden layer into the steering actions (Eqs. 14,15). This
is learned by the FCL network itself because it had no prior
knowledge that v0 , . . . , v2 control the speed of left wheel
and v3 , . . . , v5 control the speed of the right wheel. While
the internal structure of the deeper weight maps is as opaque
as in deep learning applications, the successful learning of
steering actions by mapping the activities of the input layer
to the output neurons shows that the two deeper layers of
the FCL network learn to generate steering actions which
successfully improve the robot’s behaviour so that it follows
the line perfectly. When these deeper layers are removed
learning is not successful, for the simple reason that the
weights in the 1st layer cannot generate differential steering
actions from the single error e which is injected into all 1st
hidden layer neurons. However, the deeper layers receive
individual error signals via Eq. 3, and can perform individual
learning in different neurons, which then results in a flexible
output meeting the demand of the task.
The overall weight development per layer over the time
is shown in Fig. 5B. This plot shows how far the weights
in one layer differ from their initial random initialisation
values. This is measured as the Euclidean distance between
the initial random weight values and the weight values during
learning. At t0 the weight distance is zero, and then the
weights in all three layers start to differ from their initial
values as the robot is learning to improve its behaviour. The
weight change in all layers is strongest during the first 2000
time steps, and then as the error becomes smaller, the rate
of weight change decreases progressively from t2000 until
the end of the simulation. Recall that the error signal e
is weighted by the weights for the deeper layers, but also
normalised (see Eq. 3), so therefore learning happens at
approximately the same rate in every layer.
We have run statistics of the line follower where we
varied the learning rate over three orders of magnitudes, and
evaluated how long it takes to learn to stay below the error
threshold for a specified time (Fig. 6A), and the resulting
absolute value of the error (Fig. 6B). The time to reach the
criterion decreases with higher learning rates, and is stable up
to a learning rate of approx γ = 0.001, with no failures below
a learning rate of γ = 0.0002. Each simulation was run twice
with two different random seeds to test for initialisation
effects – it can clearly be seen that the seed has an effect on
both the number of simulation steps, and at higher learning
rates the final error, which is in agreement with other neural
network studies that initialisation matters.

Shooter game
In this scenario, we try to learn to play a first-person
shooter purely from visual inputs. We use the Vizdoom
(http://vizdoom.cs.put.edu.pl/) environment for this purpose,
and train a controller to play against a single pretrained bot
from Intel that ran in the Vizdoom 2016 competition. The
setup was as follows:
Prepared using sagej.cls
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Figure 6. Statistics of the line following task shows the relation
between ’time to success’ and learning rate. For every learning
rate two runs have been conducted with different random
number seeds, to test the dependence on the initialisation of the
weights. The simulation was marked successful if the absolute
value of the error |e| stayed below 0.001 for more than 1000
timesteps. The simulation was aborted after 200, 000 time steps
if this criterion hasn’t been reached. Inside of the square every
run has been successful.

The images returned from Vizdoom are RGB 160x120.
As before, there are two types of input: a reflex signal, and
a predictive input (see Fig 7 for a sketch of the dataflow
here). To form the reflex we need something that can reliably
detect enemies, so we set up Vizdoom to render enemies in
blue, and formed an error signal e by finding the bounding
box of the pixels closest to that colour. The error signal e is
computed relative to the image centre, so a negative value
implies the enemy is on the left and a positive implies that it
is on the right. The reflex therefore simply looks for blue
objects and aims at them. Shooting behaviour is entirely
hardwired: if an enemy is detected within a threshold of the
image centre, the bot fires. We make the gain of the reflex
deliberately low so that it is slow to respond and the aiming
behaviour is too sluggish to be able to kill successfully; it
is also inherently noisy, as other events in the game are also
rendered blue (e.g. the flashes that happen at respawns). The
reflex also fails at times when the enemy is too distant or too
close to the camera. For the predictive input, we only supply
the network with the greyscale image (Fig. 8D) flattened
into a vector of 19200 inputs - as enemies can no longer
be distinguished by colour, the network is forced to discover
purely spatial cues. Note that the bot’s only actions are to
rotate in the plane, and shoot – it does not translate (but the
enemy does). To generate the rotation we have a single value
produced by 3 neurons acting at different sensitivities:
∆θ = gerr e + gnet (10v0 + 3v1 + v2 )

(16)

where v0 , . . . , v2 are the network outputs, and ∆θ is the
change in orientation. The three output neurons have tanh
activation; a negative output means rotate left, a positive
rotate right. The 3 neurons each operate with different gains,
to give finer control. The terms gnet and gerr are the gains
for the reflex, and the learned control signal. Momentum
was 0.5; weights were initialised in a zero-mean uniform
distribution, scaled by the number of weights outputting each
neuron.
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Figure 7. Dataflow diagram for the first person shooter: The RGB frames are processed in two streams. The error e is determined
by searching for the blue enemy, which results in a positive error if the enemy is on the right and a negative when on the left. The
learned sensor signals vi are the flattened out grey values of the vizdoom image; this is then fed into the FCL network (additional
input normalisation not shown). The output of the FCL network vk generates a rotation according to Eq. 16.

Figure 8. A) KD at end of trial. B) Time to success vs learning rate - success is if the smoothed KD ratio reaches a threshold of
0.15. C) Example input frame. D) Example input weights. E) ∆θ, the rate of change in bot’s orientation against simulation step
number, purely from the learned FCL output, in arbitrary units. F) KD learning curves - the time series of kills/deaths is filtered with
a 2nd order lowpass filter to get a moving average, plotted against kill event number. G) Euclidean distance of weights for each
layer from their initial point, against learning step. Parameters: 19200 inputs from grayscale image; 2 hidden layers of 5 units each.
Inputs were normalised to zero-mean, unit variance. Learning rate in E, F and G was 0.0001.

Results
It can be clearly seen that the controller outputs steadily
increase over time (Fig. 8E). With a high value of gnet , the
bot can make very rapid aiming movements. This has the
advantage that the error can in principle be reduced very
quickly; it also causes the bot to sometimes make large
rotations even when the enemy is out of the field of view,
which helps with exploration. On the other hand, it can
cause the aiming to overshoot and oscillate around the target.
By comparison to the line follower, the weight growth is
Prepared using sagej.cls

more intermittent due to the discontinuous nature of the error
signal (Fig. 8G) but stabilises because the long term average
error converges to zero. The different scales are likely due to
the inputs in layer one having more dimensions.
A popular performance measure in gaming is how often
the bot is killed vs how often it kills the enemy. This is called
the kill/death ratio, and we plot some smoothed KD curves in
Fig. 8F. To do statistics, we measure the time taken to reach
a threshold KD of 0.15 - Fig. 8B shows this as a function
of learning rate. There is a stable region in the middle
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where learning is consistently successful. We also plot the
smoothed KD for the final step of each trial (Fig. 8A);
although a noisy measure, the same pattern emerges. By
comparison, the KD from a network with learning disabled
will depend on the value of gerr , but for the values used here
is typically < 0.01. Over time, the input weights blur the
background, leaving dark and light blobs to detect the enemy
and generate an aiming response (Fig. 8D).
Note that this is only one skill of a functioning FPS bot,
as a real bot would require abilities such as seeking rewards
(e.g. finding health packs) and navigating the environment
(e.g. avoiding collisions). This is why even the learned
behaviour has a relatively low KD value. Future research will
investigate whether the FCL approach can be used to acquire
such skills, for example, by utilising the reward prediction
error generated by TD learning.

Discussion
We have shown that a network which propagates its errors
in a forward fashion from its inputs to its outputs is able to
solve closed loop learning tasks. We have demonstrated this
in a first person shooter game and with a simple line follower.
FCL propagates both an activation and an error by
weighting both and then sending them to the next
layer. This approach is related to error backpropagation
(Rumelhart et al. 1986) which we have already briefly
mentioned in Fig. 2A,B, where we illustrated that in FCL
both error and activation are promoted through the network
from the input of the network to its output. However, in
error backpropagation the error is famously propagated from
its output to the input of the network and hence called
“backprop”. In Fig. 9A,B we have zoomed in on a single
computational unit which transforms the signals and errors
from one layer to the next one. For clarity we have omitted
the weight normalisation and activation functions. In Fig. 9A
FCL translates the activity vj into the activity vk in the next
layer. At the same time the error ej is also weighted and
sent to the next layer as ek . The weight wjk is adjusted by
correlating the presynaptic activity vj with the postsynaptic
error ej . The components in the dotted box are not needed
for the 1st layer as the error signal is directly available.
Error backpropagation (Rumelhart et al. 1986) is shown in
Fig. 9B; this also calculates a weight change between the
error ek and the presynaptic activity vj but the error signal
is propagated backwards using again the same weight wjk .
Seeing them next to each other shows the similarity that they
both propagate errors and activations separately, and that
they share the same weight values, but differ in the direction
that the error is propagated.
The aforementioned ICO learning (Porr and Wörgötter
2006) also learns by correlating an error signal ej at
its input with an activation vj . However, in contrast to
FCL this error signal is then summed up together with
the weighted activation (Fig. 9C). This has the advantage
that the error ej can directly be identified with the reflex
action (see Fig. 1) so that vk by design then executes
both the reflex and the learned / adaptive actions. However
because the error signal ej and learned signals vj are
mixed together at vk , information is lost which cannot be
recovered for deeper layers, thereby restricting learning to
Prepared using sagej.cls
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shallow network architectures Kulvicius et al. (2007). This
also means that both error and learned signals need to have
a direct behavioural meaning because both will eventually
cause a behavioural output. FCL on the other hand has more
flexibility than ICO-learning because it is not eliminating
information from layer to layer by merging error and
activation, but rather the error signal becomes more and more
flexible as it progresses through the layers.
Plasticity has always been hotly debated in neurophysiology – the general understanding is that a large postsynaptic
calcium concentration causes long term potentiation (LTP)
(Malenka and Nicoll 1999; Bennett 2000) and a low one
causes long term depression (LTD) (Mulkey and Malenka
1992). This requires a strong presynaptic drive to achieve
a strong postsynaptic activity, and with that calcium influx
(Meunier et al. 2017). In mathematical terms this would
just lead to self-amplification of the synaptic weight, where
strong presynaptic activity would cause greater postsynaptic
activity and in turn stronger weights, and so on. However,
suppose the learning signal and the actual activity were
transmitted via the same synapse but were fundamentally
separated (Lindsay et al. 2017), for example by using different frequencies: high frequency potentials could cause plasticity changes via high frequency potentiation (HFP) while
low frequency potentials propagate behaviourally-relevant
activity (Canolty and Knight 2010). FCL can therefore provide a mechanism that allows stable behaviourally-relevant
learning driven by heterosynaptic plasticity and Hebbian
learning for the error signal, with the stability arising from
the fact that it is constantly corrected by the error signal.
Looking at a system-wide perspective, FCL offers an
answer to how errors can propagated further beyond their
immediate targets, which has been a mystery in the
neuroscience of decision making. In particular the striatum
is seen as an actor receiving an error signal via dopamine,
the well known reward prediction error (Schultz et al. 1997),
which is understood as being closely related to the error
of temporal difference (TD) learning (Gurney et al. 1998).
It is curious that the striatum receives the error signal, but
both downstream neurons in the basal ganglia and upstream
in the cortex receive much less dopaminergic modulation
(Beckstead et al. 1979). However, plasticity is not just
limited to the striatum, but happens in all brain areas, and this
requires a mechanism that is able to propagate error signals
further into the cortex (Groenewegen et al. 1993) where high
level decision-making takes place. In the language of TD
learning (Sutton and Barto 1987) this means that we have
a distributed actor where the first layer is modulated by
the reward prediction error, and then the following stages,
which project back to the cortex, instead use cross frequency
coupling as described above (Lipski et al. 2017).
A different stance about synaptic plasticity (and ultimately
how autonomous agents learn) has been taken by the
deep learning community, which has recently claimed that
error backpropagation is biologically realistic (Lillicrap et al.
2016; Roelfsema and Holtmaat 2018). This has been
demonstrated in an abstract network with one hidden layer
by introducing a separate feedback pathway from the
output of the network to this hidden layer, but this does
not take account the cortico-striatal network mentioned
above (Haber et al. 1995). While this shows promising
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Figure 9. Comparing FCL to error backpropagation and ICO learning. A) The computational unit of FCL, showing how it translates
the activity v and the error signal e from layer j into activity in layer k . The triangles represent the weights with the same weight
value wjk and the weights are changed by correlating vj with ek , symbolised by the multiplication unit. Only the deeper layers but
not the 1st layer have the weight in the dotted box. B) Computational unit of error backpropagation, where weight change is again
calculated by correlating ek and vj but the error is propagated backwards from ek to ej , hence error backpropagation. ICO learning
which correlates the input activity vj with the derivative of the error signal ej , but this is then added to the activation, resulting in a
single output.

results for abstract models of biologically inspired decision
making, the implied brain connectivity is not faithful to
neurophysiological findings (see Berthoud (2004) for an
extensive review).
Where we have reversed the direction of error propagation
to use it in a closed loop context, (Guo et al. 2014) takes a
different direction, and present an approach that still uses
backpropagation to solve closed loop problems. To turn the
open loop backpropagation into a closed loop algorithm,
they embed it into Q-learning which is itself closed loop.
However, even given its major performance advances, the
main drawback is the discrete state space, which makes
it hard to solve analogue problems, and Q-learning is
not biologically realistic when compared to the biological
evidence outlined above.
In this paper we have presented “Forward propagation
closed loop learning” (FCL) which performs error forward
propagation instead of error backpropagation. Such an
algorithm can be directly embedded into a closed system
where it learns to improve behaviours by utilising error
signals, for example, generated by initially given fixed reflex
loops. With the help of two instructional examples we have
shown that FCL can use these error signals to learn to
improve the driving of a line follower and the behaviour of a
1st person shooter.
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